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Talk Abstracts

A few Words about Nick Higham
Sven Hammarling
The University of Manchester

Selected Events in Numerical Analysis, Sixty Years On
Margaret H. Wright
Courant Institute of Mathematical Sciences
New York University

Approximately sixty years ago, numerical analysis in the UK and US experienced
notable confluences of people and hardware, leading to events that could fairly be
described as singular. We consider some of their consequences, including a mystery.

Preconditioned Iterative Solution of Non-symmetric Linear
Systems
Andy Wathen
Oxford University, UK

Even after several decades of research effort, descriptive theory describing the convergence of iterative methods for non-symmetric linear systems remains elusive. I
will describe how we got to the present state for this central problem of Numerical
Linear Algebra as well as making some comments, both positive and negative, about
possible ways forward.

Root Vectors of Rational Matrices: Theory and
Computation
Vanni Noferini
Aalto University

In this talk we present a general theory of root vectors for rational matrices, generalizing an already existing theory for polynomial matrices [2]. We allow the rational
matrix to be have coefficients over any field, to possibly be singular, and to possibly
have coalescent poles/zeros.
We show that so-called maximal sets of root vectors carry all the information about
partial multiplicities; moreover, they allow for sensible definitions of eigenvalues and
(right) eigenvectors of a rational matrix even when the rational matrix has not full
column rank or when the eigenvalue is at the same time also a pole. We recover, as
special cases, definitions that have appeared in the literature for the case of the base
field being the complex numbers (e.g. [1]), and that typically make the assumption
that the rational matrix has full column rank and/or that the eigenvalue is not also
a pole.
We also analyze the relation between root vectors of a rational matrix and those of a
minimal system matrix. Finally, we turn the the case of rational functions over the
complex numbers, and discuss practical algorithms to compute their root vectors.
Applications of root vectors include perturbation theory of rational functions [3].
The talk is based on joint work with Paul Van Dooren [4].
References:
[1] M. Dahleh, M. A. Dahleh, G. Verghese, Lectures on Dynamic System and Control, MIT Open course lecture notes.
[2] F. Dopico, V. Noferini, Root polynomials and their role in the theory of matrix
polynomials, Linear Algebra Appl. 584: 37-78 (2020).
[3] V. Noferini, L. Nyman, J. Perez, M. C. Quintana, Perturbation theory of transfer
function matrices, In preparation, 2022.
[4] V. Noferini, P. Van Dooren, Root vectors of polynomial and rational matrices:
theory and computation, Submitted, 2022.

Bohemian Matrix Geometry
Rob Corless
Ontario Research Centre for Computer Algebra

A Bohemian matrix family is a set of matrices all of whose entries are drawn from
a fixed, usually discrete and hence bounded, subset of a field of characteristic zero.
Originally these were integers – hence the name, from the acronym BOunded HEight
Matrix of Integers (BOHEMI) – but other kinds of entries are also interesting. Some
kinds of questions about Bohemian matrices can be answered by numerical computation, but sometimes exact computation is better. In this paper we explore some
Bohemian families (symmetric, upper Hessenberg, or Toeplitz) computationally, and
answer some open questions posed about the distributions of eigenvalue densities.

Recent Advances in Eigenvector-dependent Nonlinear
Eigenvalue Problems
Zhaojun Bai
University of California, Davis

Eigenvector-dependent Nonlinear Eigenvalue Problems (NEPv) arise in computational science and engineering, and machine learning. NEPv pose intriguing challenges for analysis and computation, and are a much less explored topic compared
to nonlinear eigenvalue problems with eigenvalue nonlinearity (NEP). From a linear algebra point of view, I will present recent advances in theory, algorithms and
applications of NEPv.

Adaptive Precision Solvers and Preconditioners
Theo Mary
CNRS

The efficient solution of large sparse systems of linear equations often relies on
various approximations to accelerate the computations, such as low-rank approximations or incomplete factorizations, whose quality and cost is controlled via a
threshold parameter. The growing support of low precision floating-point arithmetics in hardware provides new opportunities and a new perspective. Rather than
the current approach based on a single threshold, we should move towards a more
gradual-almost continuous-use of approximations by adapting the precision to the
data: store increasingly small elements in increasingly low precision. I will describe
such adaptive precision solvers in the context of both direct and iterative sparse
solvers, and showcase their potential on various real-life applications.

Accuracy and Stability of Randomized Numerical
Algorithms
Yuji Nakatsukasa
Oxford University, UK

Randomized algorithms in numerical linear algebra (NLA) is among the most exciting recent developments in scientific computing. Randomization provides effective
means for, for example, computing low-rank approximations, and solving linear systems and eigenvalue problems. In this talk I will highlight the crucial role played
by classical stability analysis—which, of course, Nick Higham made immense contributions to—in developing and studying randomized algorithms in NLA.

Diagonal Scalings of Arbitrary Matrix Pencils
Paul Van Dooren
Froilán M. Dopico, (UC3M, Spain), Marı́a C. Quintana (Aalto Univ, Finland) and Paul
Van Dooren (UCL, Belgium)

We show how to construct diagonal scalings for arbitrary matrix pencils λB − A,
in which both A and B are complex matrices (square or nonsquare). The goal of
such diagonal scalings is to “balance” in some sense the row and column norms of
the pencil. We see that the problem of scaling a matrix pencil is equivalent to the
problem of scaling the row and column sums of a particular nonnegative matrix.
However, it is known that there exist square and nonsquare nonnegative matrices
that can not be scaled arbitrarily. To address this issue, we consider an approximate
embedded problem, in which the corresponding nonnegative matrix is square and
can always be scaled.

Multilevel Stochastic Estimation of the Trace
Andreas Frommer
Mostafa Khalil Nasr and Gustavo Ramirez-Hidalgo
Department of Mathematics, University of Wuppertal, Wuppertal, Germany

The trace of a matrix function f (A), most notably of the matrix inverse, can be
estimated stochastically using samples x∗ f (A)x if the components of the random
vectors x obey an appropriate probability distribution. However, such a MonteCarlo sampling suffers from the fact that the accuracy depends quadratically of the
samples to use, thus making higher precision estimation very costly. We suggest
and investigate a multilevel Monte-Carlo approach which uses a multigrid hierarchy
to stochastically estimate the trace. This results in a substantial reduction of the
variance, so that higher precision can be obtained at much less effort. We further
enhance this approach using approximate deflation in a manner similar as in the
recently proposed Hutch++ method by Meyer, Musco, Musco and Woodruff. We
illustrate the method for the trace of the inverse of different differential operators,
including those arising in quantum field theories.

Benefits of Stochastic Arithmetic for the Computation of
Multiple roots of polynomials
Fabienne Jézéquel
Sorbonne Université and Université Paris-Panthéon-Assas

We propose new methods to compute multiple roots of polynomials in floatingpoint arithmetic. We rely on stochastic arithmetic that makes it possible to deal
with rounding errors. We develop the concept of stochastic GCD that we use to
deflate a polynomial in order to obtain a polynomial with single roots. We can
then apply Newton method to get fast and accurate approximations of the roots.
Numerical experiments show the effectiveness and efficiency of our methods.

Software for Linear Algebra Targeting Exascale
Jack Dongarra
University of Tennessee, Oak Ridge Laboratory and The University of Manchester

The objective of the Software for Linear Algebra Targeting Exascale (SLATE)
project is to provide fundamental dense linear algebra capabilities to the US Department of Energy and to the high-performance computing (HPC) community at
large. To this end, SLATE will provide basic dense matrix operations (e.g., matrix
multiplication, rank-k update, triangular solve), linear systems solvers, least square
solvers, singular value and eigenvalue solvers.
We will update the status of the SLATE project.

Balancing: My Account
Philip Knight
The University of Strathclyde

We review a collection of results and applications on matrix balancing: the act of
multiplying a matrix on the left and right by diagonal matrices to achieve prescribed
row and column sums. Included in our results are new proofs of convergence and new
algorithms. The problem has long been linked with doubly stochastic matrices and
our most recent results extend this to a class we dub semi-doubly stochastic. Application areas include machine learning, network analysis, fair voting and actuarial
science.

Generalizing Orthogonal Matrices: On the Structure of the
Solutions to the Matrix Equation G∗ JG = J
Alan Edelman
Massachusetts Institute of Technology

We study the mathematical structure of the solution set to the matrix equation
G∗ JG = J for a given square matrix J. In the language of pure mathematics, this
is a Lie group which is the isometry group for a bilinear (or a sesquilinear) form.
We found that on its own, the related (tangent space) equation X ∗ J + JX = 0
is hard to solve. By throwing into the mix the complementary linear equation
X ∗ J − JX = 0, we find that rather than increasing the complexity, we reduce the
complexity.
We explicitly demonstrate computation of solutions, visualizations, and closure
hierarchies that connect to previous work by Dmytryshyn, Futorny, Kågström, Klimenko, and Sergeichuk.

Core-periphery Partitioning and Quantum Annealing
Des Higham
University of Edinburgh

Clustering, or community detection, is a fundamental tool for extracting highlevel information from a network. However, it is now widely acknowledged that
quantifying and discovering other forms of meso-scale structure may also reveal
useful insights. Here we look at the issue of identifying core-periphery structure; we
seek a set of nodes that are highly connected both internally and with the rest of
the network, forming the core, and a set of peripheral nodes that are well connected
to the core but have only sparse internal connections. This type of core-periphery
structure has been observed to arise naturally in a number of settings, including
protein interaction, cell signalling, gene regulation, ecology, social interaction and
global trade. We are concerned in this work with the ‘inverse problem’ where a set of
nodes and (undirected, unweighted) edges are supplied, and the task is to partition
the nodes into a core and periphery; this may provide useful information about the
roles of individual nodes and may also lead to more instructive visualizations.
We propose a new kernel that quantifies success for the task of computing a
core-periphery partition for an undirected network. Finding the associated optimal partitioning may be expressed in the form of a quadratic unconstrained binary
optimization (QUBO) problem, to which a state-of-the-art quantum annealer may
be applied. We therefore make use of the new objective function to (a) judge the
performance of a quantum annealer, and (b) compare this approach with existing
heuristic core-periphery partitioning methods. The quantum annealing is performed
on a commercially available D-Wave machine. The QUBO problem involves a full
matrix even when the underlying network is sparse. Hence, we develop and test

a sparsified version of the original QUBO which increases the available problem
dimension for the quantum annealer. Results are provided on both synthetic and
real data sets, and we conclude that the QUBO/quantum annealing approach offers
benefits in terms of optimizing this new quantity of interest.
This is joint work with Catherine Higham (Glasgow) and Francesco Tudisco
(Gran Sasso Science Institute), which is to appear in the proceedings of the 2022
ACM SIGKDD International Conference on Knowledge Discovery and Data Mining.

Computational Graphs for Matrix Functions
Massimiliano Fasi
Durham University

Many numerical methods for evaluating matrix functions can be naturally viewed
as computational graphs. Rephrasing these methods as directed acyclic graphs
(DAGs) is a particularly effective approach to study existing techniques, improve
them, and eventually derive new ones. The accuracy of these matrix techniques can
be characterized by the accuracy of their scalar counterparts, thus designing algorithms for matrix functions can be regarded as a scalar-valued optimization problem.
The derivatives needed during the optimization can be calculated automatically by
exploiting the structure of the DAG, in a fashion analogous to backpropagation.
GraphMatFun.jl is a Julia package that offers the means to generate and manipulate computational graphs, optimize their coefficients, and generate Julia, MATLAB,
and C code to evaluate them efficiently at a matrix argument. The software also
provides tools to estimate the accuracy of a graph-based algorithm and thus obtain
numerically reliable methods. For the exponential, for example, using a particular form (degree-optimal) of polynomials produces implementations that in many
cases are cheaper, in terms of computational cost, than the Padé-based techniques
typically used in mathematical software.

Inexact Rational Krylov Methods Applied to Lyapunov
Equations
Melina Freitag
University of Potsdam

Rational Krylov subspace (RKS) methods are a useful and powerful tool for the
numerical solution of large-scale Lyapunov equations. In order to generate the basis
vectors for the RKS, the solution to a shifted linear system is necessary. For very
large systems this solve is usually implemented using iterative methods, leading to
inexact solves. In this talk we will provide theory for a relaxation strategy within
these inexact solves, supported by numerical examples.

IFISS: A Computational Laboratory for Investigating
Incompressible Flow Problems
David Silvester
The University of Manchester

The Incompressible Flow & Iterative Solver Software (IFISS) package contains software that can be run with MATLAB or Octave to create a computational laboratory
for the interactive numerical study of incompressible flow problems. It includes algorithms for discretisation by mixed finite element methods and a posteriori error
estimation of the computed solutions, together with state-of-the-art preconditioned
iterative solvers for the resulting discrete linear equation systems. In this talk we
give a flavour of the main features and illustrate its applicability using several case
studies. We will demonstrate that the software is a valuable tool in the present era
of open science and reproducible research.

Norm Estimation with Rank-one Vectors and a Continuous
Analogue
Daniel Kressner
EPFL - Swiss Federal Institute of Technology Lausanne

A few matrix-vector multiplications with random vectors are sufficient to obtain
reasonably good estimates for the norm of a general matrix. Higham and Tisseur
have turned this observation into robust and popular algorithms for estimating the
norm and condition number of a large, sparse matrix. In this talk, we will consider
the use of rank-one random vectors, that is, Kronecker products of smaller random
vectors. This can reduce, sometimes drastically, the cost of matrix-vector products,
for example when estimating the condition number of a large-scale matrix function.
Theoretical and numerical evidence is presented that the use of rank-one instead
of unstructured random vectors does not significantly compromise the reliability of
norm estimators. A continuous analogue of norm estimation turns out to be useful
when approximating vector-valued functions. This talk is based on joint work with
Zvonimir Bujanovic (Zagreb), Stefan Guettel (Manchester), and Bart Vandereycken
(Geneva).

Spectral Localization in Polynomial and Rational Matrices
D. Steven Mackey
Western Michigan University

Let P (λ) be any polynomial matrix over an arbitrary field F, and q(λ) a monic
irreducible scalar polynomial over F. Define Locq (P ), the “localization of P at q”,
to be the polynomial matrix with the same zero entries as P (λ), but with each
nonzero entry pij (λ) of P (λ) replaced by a power of q, in particular by q eij (λ) where
pij (λ) = q eij (λ)r(λ) with r coprime to q, and eij ≥ 0. Note that if Smith(P ) is the
Smith form of P , then Locq Smith(P ) is often referred to as the “local Smith form
of P at q”, since it displays all of the elementary divisors of P at q, and nothing else
about the spectral structure of P .
Now for anything other than diagonal matrices, it would at first sight seem crazy
to think that the elementary divisors of the drastically simplified matrix Locq (P )
would have anything at all to do with the elementary divisors of P at q, let alone
be exactly the same. In other words, crazy to think that


Smith Locq (P ) = Locq Smith(P )
(1)
could possibly be true. But there is in fact a substantial class of non-diagonal polynomial matrices P for which the relation (1) does hold, indeed holds for all monic
irreducible q. For example, all bidiagonal polynomial matrices have this property,
which I will refer to as the spectral localization property.
This talk will discuss some of the basic results concerning the spectral localization
property, and describe how to build many examples of polynomial matrices that
possess this property. As time permits, I will also indicate how these results can be
used to help design polynomial matrices with specified finite and infinite elementary
divisors, and how to extend these results to rational matrices, using the SmithMcMillan form in place of the Smith form.

Correctness of Floating Point Programs: Exception
Handling and Reproducibility
James Demmel
University of California at Berkeley

As the world becomes more dependent on cyber-physical systems, from medical
devices to self-driving cars, making sure these devices are safe becomes every more
important. We explore what this mean for the floating point computations these,
and many other, applications depend on. First, we explore how the BLAS and
LAPACK currently handle exceptions inconsistently, and propose solutions. Second,
we discuss how to make floating point addition reproducible, and a new instruction
in the latest IEEE 754 Floating Point Standard meant to accelerate this.

Rubik’s Cube Matrices
Cleve Moler
MathWorks

An Attempt at Explaining Why Matrices Can Be Better
Conditioned in Lower Precision
Ilse C.F. Ipsen
North Carolina State University

We illustrate that demoting to single precision a tall & skinny matrix that is
close to rank-deficient in double precision can improve the condition number dramatically. This is because demotion to single precision causes a perturbation of 10−8 .
Deterministic perturbation bounds fail to explain the increase in the small singular
values, because the perturbation is too large. Probabilistic matrix concentration
inequalities are also hopelessly pessimistic.
We present a result for perturbations modeled as random matrices with independent, uniformly distributed elements. But this is not very satisfactory. The only
viable alternative seems to be a possible extension of singular value estimates for
zero-mean sub-Gaussian matrices to our situation.
This problem is motivated by the single precision computation of randomized
right preconditioners for least squares problems, and represents joint work with
Petros Drineas and Christos Boutsikas at Purdue.

Structured Perturbation Theory and Error Analysis
Volker Mehrmann
TU Berlin

Perturbation analysis and backward error analysis form the basis of understanding how well problems are posed and whether the algorithms that we use to solve
them perform. For many years (and this has also been very prominent in the work
of Nick Higham) the corresponding analysis and methods have been an important
research topic. This talk will present two recent examples, the structured distance
to singularity, instability and high index of and the backward error for eigenvalues
of dissipative Hamiltonian matrix pencils.
This is joint work with Christian Mehl and Michal Wojtylak as well as Paul Van
Dooren

Ten Examples of AAA Approximation
Lloyd N. Trefethen
University of Oxford

We seem to keep finding new things you can do with the AAA algorithm, which
is a fast method for near-best rational approximation on arbitrary real or complex
domains. This talk will show some of my favourite examples.
Happy birthday Nick!

Solving Linear Systems of the Form (A + γU U T )x = b
Michele Benzi
Scuola Normale Supriore

I will discuss the iterative solution of large linear systems of equations in which the
coefficient matrix is the sum of two terms, a sparse matrix A and a possibly dense,
rank deficient matrix of the form γU U T , where γ > 0 is a parameter which in some
applications may be taken to be 1. The matrix A itself can be singular, but I assume
that the symmetric part of A is positive semidefinite and that A + γU U T is nonsingular. Linear systems of this form arise frequently in fields like optimization, fluid
mechanics, computational statistics, finance, and others. I will describe an effective
iterative strategy for the solution of such linear systems. The performance of the
proposed approach is demonstrated by means of numerical experiments on linear
systems from different application areas.
This is joint work with Chiara Faccio (Scuola Normale Superiore).

A Family of Fast Fixed Point Iterations for Power Series
and Polynomial Matrix Equations
Beatrice Meini
Dipartimento di Matematica, Università di Pisa, Italy

We consider the problem of computing the minimal nonnegative solution of the nonlinear matrix equation X = A−1 + A0 X
+ A1 X 2 + · · · , where Ai , for i ≥ −1, are
P∞
nonnegative square matrices such that i=−1 Ai is stochastic. This equation is fundamental in the analysis of M/G/1-type Markov chains [3]. If Ai = 0 for i > 1, then
the nonlinear matrix equation is quadratic, and several efficient numerical methods
for its solution are available. The general non-quadratic case is more challenging.
Classical fixed point iterations consist in generating a sequence of approximations
{Xk }k , where Xk is obtained by solving a linear equation at each step k. Moreover,
the convergence is linear and monotonic if X0 = 0.

We propose a new family of fixed point iterations, where the sequence of approximations {Xk }k is such that Xk solves a quadratic matrix equation, instead of a linear
system as in classical iterations. More specifically, Xk is the minimal nonnegative
(k)
(k)
(k)
solution of a quadratic matrix equation Xk = A−1 + A0 Xk + A1 Xk2 , where the ma(k)
trix coefficients Ai , i = −1, 0, 1, are suitable nonnegative matrices which depend
on the previous approximation Xk−1 . The choice of the expression for the matrix
(k)
coefficients Ai , i = −1, 0, 1, determines the method.
Under suitable mild assumptions, we show that, if X0 = 0, then the sequence is
well defined and converges monotonically. The convergence is still linear but the
convergence rate is proved to be better than that of classical iterations.
We show the effectiveness of this new class of methods with some numerical experiments, where the quadratic matrix equations at each step are solved by means of
Cyclic Reduction [2]. The CPU time of our method is substantially smaller than
that of classical iterations. More details can be found in [1].
References:
[1] D.A. Bini, G. Latouche, B. Meini. A family of fast fixed point iterations for
M/G/1-type Markov chains, IMA Journal of Numerical Analysis, 2021;
https://doi.org/10.1093/imanum/drab009
[2]D.A. Bini, G. Latouche, B. Meini. Numerical Methods for Structured Markov
Chains, Oxford University Press, 2005.
[3]M. Neuts. Structured Stochastic Matrices of M/G/1 Type and Their Applications.
Volume 5 of Probability: Pure and Applied, CRC Press, 1989.

Nick - An Appreciation
Dennis Sherwood
The Silver Bullet Machine Manufacturing Company Limited

On Dissipative Hamiltonian Pencils and their PosH
Generalizations
Christian Mehl
TU Berlin, Germany

Dissipative Hamiltonian pencils are the underlying matrix pencils of linear timeinvariant port-Hamiltonian systems. Due to their special structure that combines
symmetry and positivity restrictions, they have favorable spectral properties, e.g.,
all their eigenvalues are in the left half complex plane.
PosH pencils are matrix pencils whose coefficients have positive semidefinite Hermitian parts and can be seen as a generalization of dissipative Hamiltonian pencils.
They appear for example in the linearization of matrix polynomials with positive
semidefinite coefficients. Unlike dissipative Hamiltonian pencils, the eigenvalues of
posH pencils need not always be in the left half plane, but still they have some interesting spectral properties. In the talk, we discuss those properties and also discuss
conditions when all eigenvalues of posH pencils are in the left half plane.

Recent Progress in Mixed Precision Numerical Linear
Algebra
Erin C. Carson
Charles University

Support for floating point arithmetic in multiple precisions is becoming increasingly common in emerging architectures. Mixed precision capabilities are already
included in a quarter of the machines on the TOP500 list and are expected to be a
crucial hardware feature in coming exascale machines. Building on the work of Carson and Higham on three-precision iterative refinement and GMRES-based iterative
refinement variants, we present recent work extending these ideas, including multistage iterative refinement methods and GMRES-based iterative refinement with
sparse approximate inverse preconditioning. We also discuss recent results on mixed
precision randomized numerical linear algebra.

Forty Years of Research in Numerical Linear Algebra
Nick Higham
The University of Manchester

I will reflect on some key influences on me during my forty years as a researcher,
in particular through the books that have been so important to me and the field.
I will also discuss some areas where I think further contributions are particularly
needed.
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